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Abstract

We present the Tempus real-time middleware. Tempus supports Real-Time CORBA 2.0’s

distributable threads (DTs) as an end-to-end programming abstraction for distributed real-time

systems. DTs in Tempus can have time constraints, including time/utility functions (TUFs), can

have resource constraints, particularly mutual exclusion, and can be scheduled according to utility

accrual (UA) disciplines. Tempus propagates the scheduling parameters of DT’s as they transit

objects and hence perhaps node boundaries. Node-local instances of a UA scheduling algorithm

use the propagated parameters to construct local schedules and resolve resource dependencies for

local timeliness optimization, toward approximate, system-wide timeliness optimality. Tempus

uses an application-level scheduling framework for node-local TUF/UA scheduling on real-time

POSIX-compliant operating systems. Our experimental measurements demonstrate the effective-

ness of the middleware in scheduling DTs.

Index Terms

distributable thread, time/utility function, distributed scheduling, shared resource access,

mutual exclusion, Real-Time CORBA 2.0

I. Introduction

The Object Management Group’s recently adopted Real-Time CORBA 2.0 (Dynamic

Scheduling) standard [1] (abbreviated here as RTC21) specifies distributable threads (or DT s)

as a programming and scheduling abstraction for system-wide, end-to-end scheduling in real-

time distributed systems. The distributable thread model is a subset of the distributed thread

1Real-Time CORBA 2.0 has been recently renamed Real-Time CORBA 1.2.
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model that was created in Jensen’s Archons Project [2] at Carnegie Mellon University—they

first appeared in that project’s Alpha distributed real-time operating system kernel [3] and

later in Alpha’s descendant, The Open Group Research Institute’s MK operating system [4],

[5]. Here we will consider distributed threads and distributable threads to be the same.

A DT is a single thread of execution with a globally unique identifier that transparently

extends and retracts through an arbitrary number of local and remote objects. A DT is

thus an end-to-end control flow abstraction, with a logically distinct locus of control flow

movement within/among objects and nodes. Concurrency is at the DT-level. Thus, a DT

always has a single execution point that will execute at a node when it becomes “most

eligible” as deemed by the node scheduler.

A DT carries its execution context as it tran-
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Fig. 1: Distributable Thread Execution

sits node boundaries, including information such

as the thread’s scheduling parameters (e.g., time

constraints, execution time, importance), identity,

and security credentials. Hence, DTs require that

Real-Time CORBA’s Client Propagated model be

used, not the Server Declared model. Figure 1 cited

from [1] shows an example of DTs.

Distributed scheduling of DTs can be performed by using DTs propagated scheduling

parameters. The propagated parameters are used by instances of the scheduler on each of

the nodes the DT transits, for resolving all node-local resource contention among DTs and

for scheduling DTs to satisfy the system’s timeliness optimality criterion. Using the same

optimality criterion, with the same parameters on each node that a DT transits, results in

approximate, system-wide timeliness optimality. RTC2 explicitly supports this distributed

scheduling approach, called Distributed Scheduling: Case 2 in the RTC2 specification, due

to its simplicity and capability for coherent end-to-end scheduling.2

2RTC2 also describes Cases 1, 3, and 4, which describe non real-time, global, and multilevel distributed scheduling,

respectively [1]. However, RTC2 does not support Cases 3 and 4.
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In this paper, we focus on complex, dynamic, adaptive real-time systems at any level(s)

of an enterprize—e.g., in the defense domain, from devices such as multi-mode phased array

radars [6] to network-centric battle management [7]. Such systems include “soft” as well

as hard time constraints in the sense that a time-constrained activity contributes utility

(positive or negative) to the system depending on the activity’s completion time. Such soft

real-time constraints may be as, or more, mission-critical than are hard deadlines.

Jensen’s time/utility functions [8] (or TUFs) allow the semantics of soft time constraints

to be precisely specified. A TUF specifies the utility to the system that results from the

completion of an activity as a function of its completion time. Figure 2 shows the conventional

deadline (a binary-valued downward step) and several soft time constraints specified using

TUFs.
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Fig. 2: Deadline and Example Soft Timing Constraints Specified Using Jensen’s Time/Utility Functions

When time constraints are specified with TUFs, the scheduling optimality criteria are

based on factors that are in terms of maximizing accrued utility from those activities—

e.g., maximizing the sum, or the expected sum, of the activities’ attained utilities. Such

criteria are called Utility Accrual (UA) criteria, and sequencing (scheduling, dispatching)

algorithms that consider UA criteria are called UA sequencing algorithms. In general, other

factors may also be included in the criteria, such as resource dependencies and precedence

constraints. Several UA scheduling algorithms are presented in the literature [9]–[15]. The

RTC2 specification has IDL interfaces for the UA scheduling discipline, besides others such

as fixed-priority, earliest deadline first, and least laxity first.

In this paper, we present the Tempus middleware that supports DTs as a programming

and scheduling abstraction for system-wide, end-to-end scheduling in real-time distributed

systems. DTs in Tempus can be subject to time constraints including those specified using
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arbitrarily-shaped TUFs and timeliness optimality criteria including maximizing accrued

utility. Further, DTs in Tempus can share system node resources including physical resources

(e.g., processor, disk, I/O) and logical resources (e.g., locks). Such resources can be subject

to mutual exclusion constraints. Furthermore, Tempus DTs can be subject to precedence

constraints.

Scheduling of DTs in Tempus is performed according to RTC2’s Case 2 approach. Thus,

scheduling parameters of DTs including TUFs are propagated along the thread invocation

chain as DTs transit objects and hence possibly node boundaries. Node-local instances of

a UA scheduling algorithm use the propagated parameters for resolving local resource con-

tentions among DTs for node resources and for constructing local schedules. The algorithm

resolves resource dependencies and constructs local schedules in a way that seek to maximize

locally accrued utility and thus obtain approximate, globally optimal accrued utility.

Core components of Tempus include a portable interceptor, an application-level UA schedul-

ing framework, and a node-local UA scheduling algorithm. The portable interceptor creates

local mappings for DTs on system nodes and thus creates node-level schedulable entities. The

scheduling framework called meta-scheduler provides a mechanism for application-level UA

scheduling that exclusively uses real-time POSIX APIs. One of the UA scheduling algorithms

that Tempus can employ is called GUS [9]. GUS schedules node-level schedulable entities

that are subject to arbitrary TUF time constraints, resource dependencies, and precedence

constraints for local timeliness optimization.

Our experimental performance evaluations with Tempus demonstrate the effectiveness

of the DT-scheduling approach for the applications of particular interest to us. Thus, the

contribution of the paper is scheduling of DTs that are subject to arbitrarily-shaped TUF

time constraints, resource constraints including mutual exclusion constraints, and timeliness

optimality of maximizing accrued utility. We are not aware of any other efforts that address

this DT-scheduling problem.

The rest of the paper is organized as follows. In Section II, we provide motivation for

the TUF/UA model by summarizing two significant applications that were successfully
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implemented using that model. We describe abstractions for programming DTs in Tempus

in Section III. In Section IV, we discuss the portable interceptor of Tempus. Section V

discusses scheduling segments and scheduling events of the middleware. We describe the

meta-scheduler framework in Section VI. In Section VII, we overview the GUS schedul-

ing algorithm. We report the experimental performance measurements in Section VIII. In

Section IX, we compare and contrast our work with past and related efforts. Finally, we

conclude the paper and identify future work in Section X.

II. Motivating Application Examples for TUFs

As example real-time systems requiring the expressiveness and adaptability of TUF time

constraints, we summarize some TUFs of two applications. These include: (1) an AWACS

(Airborne WArning and Control System) surveillance mode tracker system [16] built by

The MITRE Corporation and The Open Group (TOG); and (2) a coastal air defense

system [17] built by General Dynamics (GD) and Carnegie Mellon University (CMU). We

only summarize some of the application time constraints here; other details can be found

in [16], [17], respectively.

A. TUFs in an AWACS Surveillance Tracker

The AWACS is an airborne radar system with multiple missions, including air surveillance.

Surveillance missions generate aircraft tracks in a wide volume of space for command and

control (C2) and battle management (BM). A problem with the extant AWACS system is

that a large number of sensor reports can overload the system, causing sky sectors to appear

“blank.” Operators employ manual experience-based techniques to attempt to ameliorate the

effects of these overloads, such as minimizing the number and importance of tracks that are

dropped. The primary goal of introducing TUF/UA scheduling into this AWACS mission

was to improve application behavior by automatically assigning the right resources to the

right tracks at the right time.

The tracker creates a thread for each airborne object that it tracks. Each thread per-

forms a sequence of activities. The most computationally demanding one, called association,



6

associates sensor reports to aircraft tracks, and is the one that is discussed here.

Each thread has a TUF whose shape is derived from the nature of the thread’s current

activity. The TUFs of all threads performing association have the same basic shape, derived

as follows.

The tracker receives data from two sensors that sweep 180 degrees out of phase with a 10

second period. Thus, association has a “critical time” at the period length. If association can

process a sensor report for a track in under five seconds (half the sweep), that will provide

better data for the corresponding report from the out-of-phase sensor. Thus, prior to the

critical time, association’s utility decreases as the critical time nears.

After the critical time, the utility of association is zero, because newer sensor data has

probably arrived. Thus, if the processing load in one sensor sweep period is so heavy that it

cannot be completed, probably the load will be about the same in the next period. So there

will not be any resources to also process sensor data from the previous sweep.

The described semantics establish association’s TUF shape: a critical
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Fig. 3: AWACS Track As-

sociation TUF

time tc at the sweep period; utility that decreases from a value U1 to

a value U2 until tc; and an utility value U3 after tc. U1, U2, and U3 are

determined using standard tracking Application QoS (AQoS) metrics

such as: (1) track quality, which is a measure of the amount of sensor

data incorporated in a track record; (2) track accuracy, which is a measure of the uncertainty

in the estimate of a track’s position and velocity; and (3) track importance, which is measure

of track attributes such as its threat. Figure 3 shows the shape of each thread’s TUF while

performing association.

The TUFs of all threads while performing association typically use different values for U1,

depending on the sensor report and the candidate tracks; U2 was the same for all associations

in this system; and U3 was always zero.

The system’s UA scheduling algorithm resolves the resource contention among all the as-

sociation (and other) threads and schedules system resources to maximize the total summed

utility.
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The AWACS surveillance tracker implementation was done using TOG’s MK7 operating

system [4]. The MK7 kernel’s scheduling framework supports the UA scheduling algorithm

described in [10]. To understand how well MK7’s UA algorithm is able to schedule sys-

tem resources in a mission-oriented way, extensive performance measurements were made.

Different scheduling algorithms, including FIFO and fixed priority, were compared with [10].

Figure 4 shows
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Fig. 4: Average Number of Dropped Tracks Under Decreasing Association Capacity

a key AQoS metric—

the average num-

ber of dropped tracks

for the three schedul-

ing policies under

decreasing associ-

ation capacity. The figure illustrates that the UA algorithm better minimizes the number and

importance of dropped tracks, thereby illustrating the adaptivity of the TUF/UA paradigm.

B. TUFs for Battle Management in a Coastal Air Defense System

The GD/CMU coastal air defense system defends the coastline from incoming cruise

missiles and bombers, using a variety of assets, including guided interceptor missiles. Time

constraints of three activities, called plot correlation, track maintenance, and missile control

are shown in Figures 5(a), 5(b), and 5(c), respectively.
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Fig. 5: TUFs of Three Activities in GD/CMU Coastal Air Defense

AQoS metrics such as track quality and weapon spherical error probable are used to define

how each service’s timeliness contributes to its utility to the current state of the mission. Note
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Fig. 6: DTs in GD/CMU Coastal Air Defense

that the TUF for sending guidance updates to interceptor missiles has a shape that evolves

during the course of each missile’s engagement with its incoming target. This adaptive effect

is extremely difficult to achieve with priorities. Performance evaluation of the system proves

the effectiveness of TUF/UA. For brevity, here we skip the details of TUFs, application

implementation, and adaptive timeliness measurements; these can be found in [17].

The architecture and DTs of this air defense system are shown in Figure 6.

III. Distributable Threads in Tempus

A DT is a single execution thread with a globally unique identifier that extends and

retracts through an arbitrary number of local and remote address spaces. Thus, DTs can

transcend multiple processing nodes and execute in multiple address spaces.

A DT may be explicitly or implicitly created. The former case refers to DTs that are

created by invoking the dt_spawn() Tempus call. The latter case refers to DTs that are

created as the results of one-way remote invocations. By the semantics of one-way remote

invocation, the calling DT must not be blocked or wait for the result from the invocation.

Thus, a new DT needs to be implicitly created and to invoke the operation on a remote

node on behalf of the calling DT. This implicit creation is also suggested in [1]. The current

version of Tempus only supports explicit creation of DTs i.e., by calling dt_spawn().

There are two types of “objects” in the Tempus system, i.e., client “objects” and servant

“objects.” Tempus “objects” are not objects in the sense as that in programming languages
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such as C++ or Java. Rather, a servant object is a service (i.e., a piece of executable code or a

function) exported at a node. A servant object by its nature is passive — it becomes an active

entity only if a client invokes it. A Tempus application uses dt_new_svc(svc_function,

svc_name) to export a servant. Once a servant is exported at a node, a Tempus name server

is aware of it. An exported servant can be located by calling dt_svc_lookup(svc_name),

and be removed by calling dt_del_svc(svc_code). Note that svc_code is a handle returned

by a successful invocation of dt_new_svc().

Distributable Thread 1:
...

dt_spawn(app_func, arg, sizeof(arg), stack_size, base_prio);

...

Distributable Thread 2:
...

dt_req_svc("svc_name", svc_arg, sizeof(svc_arg), &return_val);

...

Server Main:
// Initialize local service registration table;

// Create portable interceptor

dt_init_svc();

...

svc_code = dt_new_svc(svc_func, "svc_name");

...

dt_del_svc(svc_code);

Fig. 7: An Example of Tempus Client/Server Code

A Tempus client object is active in the sense that it can actively invoke servants. Usually, a

Tempus client object is also a Tempus DT. It is natural to note that the Tempus client/server

model shares similarities with the Remote Procedure Call (RPC) model, because neither of

them is object-oriented. However, the commonly argued synchrony limitation of RPC model

is not present in the DT abstraction—the DTs are always executing at the most eligible

nodes.

In Figure 7, we show an example of Tempus client/server code, where DT2 is spawned by

DT1. During the execution of DT2, it requests a service named“svc_name”in the system that

is possibly located at a remote node. This request is intercepted by Tempus. Through Tempus

naming service, Tempus locates the service that has been created by calling dt_new_svc().

Therefore, DT2 transcends to the node where service “svc_name” is located and continues
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execution there.

IV. Portable Interceptor

Tempus exclusively uses POSIX OSes as its underlying base to facilitate middleware porta-

bility and maintainability. Thus, the abstraction of DTs needs to be implemented as native

OS abstractions, such as processes and threads. Tempus chooses the thread abstraction. This

is because a thread is a single flow of execution and allows maximal concurrency for the

operating system located at each node.

Whenever a DT transcends into a node, it is first intercepted by a Tempus component

called “Portable Interceptor” [1]. A portable interceptor is a thread that listens on a well-

known port for all incoming DTs, and acts as a “factory” thread. That is, for each incoming

DT, the portable interceptor creates a local thread that inherits all properties of the DT such

as the DT identifier and timeliness properties, and executes on the local node on behalf of

its parent DT. We call such a local thread as a “local mapping” thread of the incoming DT.

A local mapping thread behaves exactly as a native OS thread. However, a local mapping

thread is aware of its parent DT and can retrieve the DT information through Tempus calls.

For example, a dt_self() call returns a pointer to the DT identifier data structure of the

calling thread. This identifier data structure contains information such as a unique identifier

for the DT and a stack owned by the DT that consists of scheduling parameters.

The portable interceptor thread in Tempus also main-

Fig. 8: An Example of Local Mapping

tains a list of DTs that are active on each node. Every

active DT on a node has at least one local map-

ping thread. It is possible that a DT has several local

mapping threads on the same node. This scenario is

illustrated in Figure 8, where a DT traverses from

node A to node B, then from node B to node A

by making a sequence of two-way invocations. Thus,

while the DT traverses back to node A, thread 1 is still blocked. At this point, both thread

1 and thread 3 at node A belong to the same DT. Therefore, the mapping of local threads
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to DTs could be either 1:1 or n:1 where n is greater than 1. This mapping information is

maintained by a Tempus component at each node.

As discussed previously, a DT is a schedulable entity in the Tempus system. Local mapping

threads are scheduled in a manner that seeks to optimize DTs’ end-to-end timeliness, though

scheduling is performed locally. Tempus achieves this goal by propagating the timeliness

properties of a DT along the path of its execution. Furthermore, the timeliness properties

of a DT can be inherited by all of its local mapping threads.

V. Scheduling Segments and Scheduling Events

A DT may contain one or more potentially nested scheduling segments. A scheduling

segment has a name and a set of scheduling parameters that define a scope within which the

DT is subject to a given timing constraint. A Tempus DT starts a new scheduling segment by

calling dt_begin_scheduling_segment(name, parameter), and ends the scheduling seg-

ment by calling dt_end_scheduling_segment(name). Note that dt_begin_scheduling_segment()

and dt_end_ scheduling_segment() for the same segment—i.e., having the same name—

must always be paired. Further, the scheduling parameters of a scheduling segment can be

modified by calling dt_update_ scheduling_segment(name, parameter).

The scheduling parameters in Tempus are only meaningful to the node schedulers, and

thus can have arbitrary format as long as the node schedulers can interpret properly. In the

current version of Tempus, the set of scheduling parameters must first specify the scheduler

to be invoked. Tempus currently implements eight schedulers, including a fixed priority

scheduler that allows scheduling by RMA [18] or DMA [19], an EDF scheduler [18], an EDF

scheduler with abortion of infeasible threads, a DASA scheduler [11], a LBESA scheduler [10],

a BPA scheduler [15], a GUS scheduler [9], and a Dover scheduler [12]. In addition, scheduling

information associated with the designated scheduler needs to be specified, such as priorities

for the fixed priority scheduler and deadlines for the EDF scheduler.

A scheduling segment is a portion of a DT that may traverse several nodes. Consequently,

a scheduling segment may span several physical nodes as well. If that is the case, an update to

the scheduling parameters needs to be propagated to upstream portions of the DT. Consider
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an example where a scheduling segment named “X” starts at node A, as depicted in Figure 9.

When the head of the DT is executing at node B, it updates the parameters of scheduling

segment “X.” Since part of the DT remains active on node A (e.g., it is waiting for results

from a two-way invocation), Tempus propagates the updated scheduling parameters back to

node A. Thus, if the portion of the DT on node A is woken up from a two-way invocation, it

uses the updated scheduling parameters to compete for local resources such as CPU cycles.

Similar to those defined in RTC2, scheduling events

Fig. 9: Example of Scheduling Segments

in Tempus include several categories: actions on a

scheduling segment such as entering, exiting, or up-

dating a scheduling segment, actions on resources such

as requesting or releasing a resource managed by the

node scheduler, and entering or exiting a node.

A node scheduler can potentially manage local re-

sources other than CPU cycles. Such resources usually

can only be exclusively accessed, such as physical resources (e.g., disk I/O and network

interfaces) and logical resources (e.g., locks or mutexes). Ideally, contentions for such shared

resources, including CPU cycles, should be resolved in a consistent manner that can optimize

an application-defined performance metric. Though this has not been a common practice

yet, e.g., processor allocated by a deadline scheduler while network bandwidth allocated by

a FIFO scheduler, as described in [1], Tempus scheduling framework allows “plug in” node

schedulers that can simultaneously manage CPU cycles and non-CPU resources. An example

of such a scheduler is the Dependent Activity Scheduling Algorithm (DASA) proposed in [11].

Furthermore, we proposed and implemented a new utility accrual algorithm, called GUS [9] in

Tempus. GUS solves an open real-time scheduling problem—scheduling application activities

that have timing constraints specified using arbitrarily shaped time-utility functions, and

have mutual exclusion resource constraints.

Entering or exiting a node is also a scheduling event to the node scheduler. As discussed

previously, whenever a DT transcends into a node, Tempus creates a local mapping thread
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to execute on behalf of the DT. From the perspective of the node scheduler, it should be

informed if a new thread is ready for competing for local resources. Similarly, exiting a

node removes a local mapping thread from competing for local resources. This could be the

case that the DT makes a one-way invocation and the local mapping thread is permanently

destroyed. Alternatively, if the DT makes a two-way invocation, the calling local mapping

thread is made sleep and waits for results. In either case, the node scheduler is informed of

the changes.

In the current implementation of Tempus, a DT issues a meta_block() call before its

exits a node. The meta_block() call notifies the node scheduler that the local mapping

thread of a DT is being blocked and will not be eligible for scheduling until the DT enters

the node again (e.g., it returns from a two-way invocation). Upon re-entering a node, a DT

issues a meta_unblock() call to notify the node scheduler that its local mapping thread is

being unblocked and is eligible for scheduling again.

Note that the head of a DT in Tempus may not belong to any scheduling segment. We call

a DT a “real-time DT” if its head is inside a scheduling segment. Otherwise, we call it a “non

real-time DT.” For example, a newly created distributable does not belong to any scheduling

segment. Rather, it competes for system resources using a base priority, as specified in the

dt_spawn() call. The Tempus node scheduler always gives privileges to real-time DTs over

non real-time DTs.

VI. The Meta-Scheduler UA Scheduling Framework

Tempus contains a middleware-level scheduler, called a meta-scheduler that can schedule

local mapping threads of DTs. The meta-scheduler uses only real-time POSIX APIs and thus

enables Tempus to have a real-time POSIX operating system base. This facilitates middle-

ware portability and use of COTS platforms. We had first presented the meta-scheduler

in [20], and later in detail in [21]. For completeness, we summarize the core techniques of

the meta-scheduler here.

The meta-scheduler provides a“pluggable”scheduling framework in the sense that it allows

UA scheduling algorithms such as GUS to be implemented. The use of real-time POSIX APIs
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and the pluggability of the framework essentially allow Tempus to facilitate the specification

and optimization of TUF-based real-time constraints on real-time POSIX operating systems.

It is important to note that the real-time POSIX standard includes only priority-based

scheduling and does not include utility accrual scheduling.

The key idea behind the meta-scheduler concept is to dynamically map the decisions of

a scheduling algorithm to POSIX priorities. Furthermore, these thread priorities may be

adjusted at run time according to scheduling decision. That is, threads that are scheduled

by the meta scheduler may dynamically assume the priorities of P1, P2 and P3, and the meta

scheduler assumes the priority of P4, where P4 > P3 > P2 > P1. For example, the thread

selected by a scheduling algorithm should possess a high priority (P2) while all other threads

in the ready queue have a low priority (P1).

Figure 10 shows an example of how the meta
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Fig. 10: A Scheduling Example

scheduler leverages POSIX priority scheduling to

implement preemption. Initially, thread 1 makes

a begin_schedseg() 3 call to the meta sched-

uler. Because there is no other threads in the

ready queue to compete for CPU cycles, the meta

scheduler may select thread 1 to execute, which is

accomplished by a scheduling command resume(). The resume() command adjusts priority

of thread 1 to P2. Once the meta scheduler thread makes a scheduling decision and is blocked

on scheduling events again, thread 1 becomes the only thread that is eligible for execution

and hence begins to execute. Later, thread 2 invokes a begin_schedseg() call while thread 1

is executing. Assume that the meta scheduler decides to preempt thread 1 and selects thread

2 to execute. This is realized by dynamic priority adjustment—i.e., priority of thread 1 is

dropped to P1 whereas priority of thread 2 is changed to P2. Thus, once the meta scheduler

thread is blocked again, the POSIX priority scheduler (underneath the meta scheduler) will

3We use begin_schedseg() as a shorthand notation for begin_scheduling_segment(). Similarly, end_schedseg()

is a shorthand notation for end_scheduling_segment().
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select the highest priority thread within the ready queue to execute, i.e., thread 2.

Besides preemption, the meta scheduler framework also implements other scheduling

primitives such as abortion, blocking on a synchronous system call and unblocking from a

synchronous system call. Experimental results of the meta scheduler framework on a single

node, such as performance of various scheduling algorithms, overhead, and code size are

reported in [21].

VII. Overview of the GUS Scheduling Algorithm

GUS solves a previously open real-time scheduling problem: scheduling dependent and

precedence-constrained activities that have timing constraints expressed using arbitrarily

shaped TUFs. This scheduling problem is intractable. Thus, GUS is a heuristic algorithm

for the problem, incurring a polynomial-time computational cost.

The key concept of GUS is the metric called Potential Utility Density (or PUD), which

was originally developed in [11]. The PUD of a task simply measures the amount of value

(or utility) that can be accrued per unit time by executing the task and the task(s) that it

depends upon. The PUD therefore, essentially measures the “return of investment” for the

task.

To deal with an arbitrarily shaped TUF, our philosophy is to regard it as a user-specified

“black box” in the following sense: The black box (or the function) simply accepts a task

completion time and returns a numerical utility value. Thus, we ignore the information

regarding the specific shape of TUFs in constructing schedules.

Therefore, to compute the PUD of a task T at time t, the algorithm considers the expected

completion time(s) of the task (denoted as tf ), and possibly its dependent tasks as well if

they need to be completed to execute task T . These expected completion times are then

fed into individual TUFs, to compute the sum of the expected utilities by executing these

tasks. Once the expected utility U is computed, PUD of task T at time t is calculated as

U/(tf − t).
Thus, when triggered at a scheduling event, the GUS algorithm first computes the PUDs

of all tasks. The largest PVD task and its dependencies are then collected and inserted into
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a tentative schedule. The procedure is repeated until all tasks are added into the tentative

schedule, or the execution of any of the remaining tasks will not produce any positive utility

to the system.

VIII. Experimental Evaluation

We have evaluated performance of Tempus for applications similar to the combat control

system described in [17]. In evaluating the performance of Tempus, our major objective is

two-fold: to study the efficiency of the Tempus implementation; and to demonstrate how

the GUS scheduler can help to accrue more collective utility than known algorithms such

as RMA, EDF, and DASA. Consequently, we have two sets of experiments: the first set

of experiments measure overhead of various aspects of the Tempus middleware and the

second set of experiments measure performance of the system under several schedulers for

representative workload scenarios.

A. Overhead of Tempus

To invoke a service located on a remote node, a DT in Tempus first makes a request

to a name server in the network, which replies with the location of the target service.

Once the service is located, a DT transcends through client side software of Tempus, the

communication network, server side of software of Tempus, and eventually invokes service

on the remote node. Therefore, the major components that contribute to Tempus overhead

include Naming Service overhead, Client Side software overhead, Communication overhead,

and Server Side overhead.

Our test bed for measuring Tempus overhead contains three machines: one client machine

running RedHat Linux 8.0 on a 1.8GHz Pentium III PC, and two server machines running

QNX Neutrino 6.2.1 real-time operating system on 450 MHz Pentium II PCs. One of the

server machines is dedicated to the naming service while another server machine provides

a dummy service that simply consumes CPU cycles. All three machines are connected to a

typical Ethernet that is part of a large campus network.
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TABLE I: Tempus Overhead

Category Naming Service Client Side Communication Server Side

Mean (usec) 1000.816 1690.106 3639.078 446.534

Std. Dev. (usec) 61.923 78.696 572.864 499.495

We collected more than 1000 samples of Tempus overhead and calculate mean’s and

standard deviations. Those results are presented in Table I. Observe that communication

overhead constitutes the largest share among all overhead components. This is because

our test bed is connected to a large campus network, which may suffer significant de-

lays. However, the average values of Tempus overhead are small—i.e., in the order of a

few milliseconds—compared with application time constraints in the order of hundreds of

milliseconds or even seconds.

It is also worth noting that at this stage, Tempus is primarily a software prototype and

has not yet been tuned and optimized. Thus, it is possible that Tempus can have smaller

overhead and higher efficiency with futher improvement.

B. Performance Evaluation of Scheduling Policies

For performance evaluation of scheduling policies in Tempus, we are particularly interested

in the case of multi-stage DTs competing for CPU cycles and other shared resources on

different nodes. This is because the major contribution of Tempus is its ability to schedule

DTs with time constraints specified as arbitrarily shaped TUFs and resource dependencies.

Thus, for each experiment, we periodically create six DTs in a network of six nodes. Those

DTs are further grouped into two groups: DTs in group #1 contain three stages of invocations

while DTs in group #2 contain two stages of invocations. Traversals of the six DTs are

depicted in Figure 11.

To demonstrate Tempus ’s ability of scheduling tasks with arbitrarily shaped TUFs, time

constraints of the six DTs are intentionally chosen as a downward-step TUF, a decreasing

TUF, and a parabolic TUF. These TUFs are shown in Figure 12. Particularly, time con-

straints of DT1 and DT4 are specified using TUF1; those of DT2 and DT5 are specified

using TUF2; and finally, DT2 and DT5 ’s time constraints are specified using TUF3. Fur-
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Fig. 11: Traversals of DTs

thermore, parameters of the six DTs are summarized in Table II. Note that each experiment

periodically spawns a set of DTs. Thus, it is natural to use Rate Monotic Assignment (RMA)

scheduling algorithm for assigning fixed priorities to the tasks, i.e., DTs with shorter periods

are provided with higher priorities.

(a) TUF1 (b) TUF2 (c) TUF3

Fig. 12: TUFs of DTs

TABLE II: Experimental Parameters

DT
Execution time, Ci

Period, Ti Relative Deadline, Di
Low Load High Load

DT1 and DT4 100 msec 350 msec 800 msec 800 msec

DT2 and DT5 400 msec 400 msec 1600 msec 1600 msec

DT3 and DT6 400 msec 400 msec 1400 msec 1400 msec

We conducted experiments for the aforementioned experimental scenarios using four sched-

ulers, i.e., a RMA scheduler, an EDF scheduler, a DASA scheduler, and a GUS scheduler.

As discussed earlier, our major scheduling objective is to maximize accrued utilities. Thus,

the primary performance metric we consider here is Accrued Utility Ratio (AUR), which is
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defined as the ratio of accrued utility to the maximal possible utility of all tasks. It is also

interesting to measure Deadline Satisfaction Ratio (DSR), i.e., number of satisfied deadlines

to the total number of DTs.

Our first set of experiments do not contain any shared resource. Therefore, all four

schedulers can be used for scheduling DT segments. To diminish the effects of random

factors, we repeated the same experiment for at least five times and measure the mean’s

and standard deviations of stabilized performance. These results are presented in Table III.

The first observation is that standard deviations of all performance measurements are

small regardless of the mean values. These small standard deviations suggest that perfor-

mance of Tempus is stable and predictable.

Furthermore, during low load condition, all four scheduling policies have roughly the same

DSRs, i.e., 88%. However, the GUS scheduler accrues more utilities than other schedulers

do—it exceeds that of the EDF scheduler for over 10%. This performance gap is enlarged

if load is increased. For the Highload case, GUS again maintains the best performance in

terms of accrued utility ratio. It is interesting to see that GUS satisfies the smallest number

of deadlines among all the four schedulers. This is clearly a sign indicating that GUS may

sacrifice low utility DTs, by missing their deadlines, to accrue higher system-level utility.

TABLE III: Performance of Scheduling Policies Without Shared Resources

Load Algorithm Avg(AUR) Std(AUR) Avg(DSR) Std(DSR)

Lowload

RMA 77.262 1.643706 89.746 1.026173

EDF 76.5 0.453045 88.314 0.648676

DASA 77.248 2.123127 88.69 1.111283

GUS 87.604 0.571384 86.57 0.445421

Highload

RMA 64.202 1.105812 82.32 1.356724

EDF 66.662 2.83841 79.396 0.778351

DASA 67.474 2.29438 79.676 2.215374

GUS 80.16 2.146404 70.776 1.415708

To reenforce this hypothesis, we measure end-to-end response times of two DTs, i.e., DT1

and DT2. Recall that DT1 has the lowest utility yet shortest deadline, whereas DT2 has the
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highest utility and longest deadline (see Figure 12). As shown in Figure 13, 4 GUS produces

slightly longer response time for DT1 that other schedulers do. Furthermore, response time

of the highest utility DT, i.e., DT2 under GUS is significantly shorter than those produced

by other schedules. Thus, differences in DTs’ end-to-end response times explain why GUS

can accrue higher utility ratio while missing more deadlines.

(a) Response Time of DT1 (b) Response Time of DT2

Fig. 13: Response Times of DTs

We also conducted experiments for the scenario depicted in Figure 11(b), i.e., DTs share

resources. The only scheduling policies that can handle TUFs and resource dependencies are

DASA and GUS, which are compared in Table IV. Still, GUS performs better than DASA

in terms of accrued utility ratio.

The problem with DASA scheduler is that it does not differentiate the utilities of a DT

at different completion times as long as the DT’s deadline is satisfied. Thus, during high

load, DASA only seeks to satisfy deadlines of DT2 and DT3, which result in response times

close to their deadlines. The long response times of DT2 and DT3 are essentially useless

because almost zero utility is accrued. On the other hand, the GUS scheduler is aware of

the shapes of TUFs and strongly favors DT2 and DT3 so that their end-to-end response

times are close to their optimal values, i.e., less than 0.5 sec for DT2 and approximate 0.7

sec for DT3. Therefore, GUS can accrue significantly higher utility than DASA does.

4These figures are snapshots of Tempus graphical user interface.
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TABLE IV: Performance of Scheduling Policies With Shared Resources

Load Algorithm Avg(AUR) Std(AUR) Avg(DSR) Std(DSR)

Lowload

DASA 81.682 2.479107 90.226 3.133645

GUS 85.15 2.157278 83.62 1.213404

Highload

DASA 64.206 1.965675 81.166 1.589789

GUS 80.216 0.829626 66.788 1.933435

IX. Past and Related Work

The recent advance of middleware technologies that enable communication and coordi-

nation in distributed computing systems provides the ideal vehicle to for supporting time-

critical applications. Examples of real-time middleware’s include the implementations of

OMG’s real-time CORBA 1.0 specification, such as ACE/TAO [22], [23], and TMO real-

time middleware [24], and non-CORBA compliant middleware such as ARMADA [25] and

DeSiDeRaTa [26]. We compare and contrast two aspects of Tempus with existing work: (1)

how application time constraints are specified, and (2) how end-to-end time constraints are

satisfied.

Most of the existing real-time middleware explicitly or implicitly use priorities as time

constraints. For example, OMG’s real-time CORBA 1.0 specification allows applications

specify their priorities, which are then mapped to priorities of the underlying operating

systems. Furthermore, deadlines are usually converted to priorities using techniques such

as Rate Monotonic Assignment (RMA). Note that priority-based scheduling policies are

normally static in the sense that application priorities do not change at run-time. Thus,

priority time constraints and priority-based scheduling policies are not suitable for large,

complex real-time distributed systems we are considering here. In the meanwhile, there are

some plausible efforts of using non-priority schedulinbg and dynamic scheduling policies in

real-time middleware. For instance, the Time-triggered Message-triggered Object (TMO)

network structuring [24] considers end-to-end deadline as the primary time constraint, as

opposed to priorities, which the authors claim are not intuitive. However, to the authors’

best knowledge, Tempus is the only middleware that allows application time constraints
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specified as arbitrarily shaped TUFs and handles resource dependencies.

Naturally, applications in real-time distributed systems have end-to-end time constraints.

To satisfy such end-to-end time constraints, a common approach is to decompose task end-

to-end time constraints, e.g., end-to-end deadline, into a set of smaller deadlines for subtasks

within the end-to-end task [27]. Thus, if all deadlines of subtasks are satisfied, the end-to-end

deadline of the parent task is also satisfied. In case of static priority scheduling, an end-to-

end deadline may be satisfied by properly assigning priorities to each subtask [28]. On the

other hand, the Tempus real-time middleware regards an application with end-to-end time

constraint as a single DT and using utility accrual scheduling algorithm to maximize sum

of application utilities.

Another distinguishing aspect of the Tempus middleware lies on its ability to allow

pluggable UA schedulers. The problem of supporting pluggable schedulers on top of COTS

OSes has been studied in different contexts, such as those in [29]–[31]. The “Open System

Environment” proposed by Deng, et al. [29] introduces a hierarchical scheduling scheme

that includes an EDF scheduler inside Windows NT kernel and a set of servers that are

scheduled by the underneath EDF scheduler. This approach is extended in [30], where the

authors recognize the difficulty of implementing an EDF scheduler inside a COTS OS kernel.

Thus, they replaced the underlying EDF scheduler with a RMA scheduler. In [31], the

authors describe a scheme for implementing EDF schedulers on top of COTS RTOSes.

Their approach is similar to our meta scheduler in that an EDF scheduler is implemented

by manipulating priorities.

Approaches in [29]–[31] have a strong focus on EDF and admission control to guarantee

the schedulability of the system such that all deadlines are satisfied. This focus makes them

unsuitable for UA scheduling, whose primary objective is utility accrual instead of satisfying

deadlines.

The Kokyu project [32] provides a multi paradigm strategized scheduling framework, which

has been implemented for TAO’s Real-Time Event Service. Interestingly, they have made

specific effort for dynamic scheduling policies, such as Maximum Urgency First (MUF).
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Still, soft real-time constraints expressed using TUFs have not been studied in the context

of real-time middleware.

X. Conclusions

Our experimental results with Tempus thus illustrate the effectiveness of the distributed

scheduling approach of propagating scheduling parameters (including arbitrarily-shaped TUFs)

along DT’s invocation chain and using them for node-local scheduling and resource con-

tention resolution. First, we conclude that the scheduling approach is effective for system-

wide, timeliness utility-differentiated scheduling. Second, we conclude that the approach is

effective for system-wide, graceful performance degradation during overloads and graceful

performance improvement during under-loads. Third, we conclude that the approach is

effective in system-wide, timeliness utility-differentiated resolution of resource contentions.

Thus, the contribution of the paper is distributed scheduling of DTs that are subject to

arbitrarily-shaped TUFs and resource dependencies. We are not aware of any other efforts

that address this.

There are several interesting directions for future work. One direction is to develop sup-

port facilities for DTs such as mechanisms for asynchronous event handling. For example,

asynchronous events must be notified to a DT’s head (if it is currently executing or when it

becomes eligible) [1]. Such events include failure of nodes and network segments along DT’s

path. Further, event handling typically requires timely execution of local exception handlers

and propagation of the exception along the DT invocation chain. Another direction is to

develop mechanisms for orphan detection and elimination [1]. Yet another direction is to

develop global and multilevel distributed scheduling algorithms for scheduling DTs (e.g.,

RTC2 Cases 3 and 4).
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